Adaptive Paging Algorithms for Cellular Systems

Seshu Madhavapeddy, Kalyan Basu, Allison Roberts
Mail Stop D0207, Bell-Northern Research
P.O. Box 833871, Richardson, TX 75083-3871

Abstract Adaptive algorithms which optimize the
paging activity in a cellular system are presented.
The basic approach is to use fixed interval
registration rather than location areas to track the
mobile location ‘and employ a two step paging
algorithm: first, page only those cells the mobile is
most likely to be in (paging zone), and if no page
response is received from them, then page the rest of
the system also. In this paper, a novel method of
computing the optimal paging zones is presented.
The Mobile Switching Center (MSC) continuously
collects page response data in the Location Accuracy
Matrix (LLAM). Using the LAM data, the mean
probability of locating the mobile in any cell of the

system at the time of paging, given its last known
cell is computed. Several algorithms that use these
probabilities to compute the optimal paging zones

are presented.

1. Introduction

Cellular systems typically service networks of over 100 cells.
Each MSC normally keeps track of the mobiles currently
operating in its Service Area (SA) through a database called the
Visitor Location Register (VLR). However, the MSC docs not
usually have accurate information regarding the precise
geographical location of these mobiles. Consequently, when it
is required to terminate a call to the mobile, a page message is
broadcast over the forward control channels (FOCCs) of all the
cells in the SA. When the mobile responds to the page
message, the cell it is located in is determined from the reverse
control channel used, and the call is set up. If no page response
is received, it is assumed that the mobile is currently inactive
(inoperative) and the call is treated accordingly.

Since each MSC usually serves cellular systems of 50-100
cells, in order to broadcast a page message over the FOCCs of
all the cells in the system, the message is replicated into 50-
100 copies by the MSC. As a page response (if at all) will be
received from only one cell, there is a tremendous amount of
redundancy in this strategy of system wide paging. The
message replication process in the MSC is real time intensive,
thus reducing its call processing capacity.

In order to reduce the paging activity in the system, it has been
proposed that the cellular system be partitioned into location
areas. Every time a mobile moves from one location area to
another, it registers (a.k.a. location update). The location area
from which it registered is noted in the VLR and when the
mobile needs to be paged, it is sufficient to page that location
arca only. The smaller the location area, the greater will be the
reduction in paging. However, it would also mean a greater
amount of registration activity in the MSC. So, one needs to
engineer the system with the optimal location area size so
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that the total work performed by the MSC is ‘minimized. This
problem has been analyzed by many researchers [1]1[2][[3][4].

2. A new paging strategy

In [6], Madhavapeddy and Basu propose a two step paging
algorithm based on fixed interval registrations that is suitable
for systems serving analog mobiles where location area
definition is not feasible. In their algorithm, the SA is not
partitioned into registration zones. Instead, all the mobiles in
the SA are simply made to register frequently at fixed time
intervals (about 30 minutes). Then, if the mobile is active and
needs to be paged, the last cell from which the mobile
registered and the surrounding cells are paged first since the
mobile is most likely to be present in that area. If no page
response is received, then the rest of the SA is paged as well.
The algorithm is outlined below.

Two step paging algorithm based on fixed interval
registration:

Step 1: All the active mobiles in the SA register at fixed
intervals of time. (Every 30 minutes, for example.)

Step 2: Each time a mobile registers, the cell the registration
message originated from is noted in the VLR. This would be
known as the mobile's last known cell. The mobile's last
known cell could be updated on originations, page responses
and handoffs also.

Step 3: Based on the mobile's last known cell, identify a set of
cells called the paging zone that the mobile is most likely to
be in. Then, if the mobile requires to be paged and it is active,
as a first step, page only those cells in the paging zone,

Step 4: If no page response is received from the cells paged in
step 3 then page the rest of the Service Area.

The page reduction obtained from the above algorithm is
obviously dependent on the optimal definition of paging
zones. Since it would be far too expensive to identify a unique
paging zone for each individual mobile and cell pair, a macro
approach is taken. Different paging zornes are determined only
for each last known cell in the system. That is, there are only
as many paging zones defined as there are cells in the system.
When a call requires to be terminated to a mobile, the paging
zone that would be paged initially is selected on the basis of
the cell the mobile last registered from (last known cell).
Mobiles having the same last known cell would use the same
paging zone.
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In [6] it is shown that for a typical urban cellular system,
assuming uniformly random mobility, a paging zone of 9
cells and a rate of registration of about once every 30 minutes
is optimal. With these parameters, an 80% reduction in real
time cost (reduced paging cost - increased registration cost) in
comparison to system wide paging can be achieved for a
system of 100 cells. For each last known cell, the
corresponding 9 cell paging zone is in fact symmetrically
defined as the cell itself and the 8 cells surrounding it. The
average probability of a mobile actually being present in the
paging zone at the time of the paging is above 90%.

Highway

Fig. 1: Cell 1 is the last known cell of the mobile

In [6], since the mobiles are assumed to move uniformly
random, the last known cell of the mobile itself is evaluated as
the most likely location of the mobile at the time of paging,
followed by equal probabilities for all the cells adjoining the
last known cell, etc. Hence, the paging zones determined are
perfectly symmetrical with the last known cell in the center of
the paging zone. But such a view is idealistic. In real systems,
the motion of the mobiles is not uniformly random and all the
cells are not equal in size or call traffic. The probability of
finding the mobile in any of the cells adjoining the last known
cell is seldom equal. As shown in Fig. 1, if thc mobile last
registered in cell 1, then at the time of the termination
attempt, the mobile may be more likely to be found in the area
covered by cells 1, 2, 3,4, 5, 6, 7, 8 and 9 than in the area
covered by cells 1, 2, 3, 10, 11, 12, 13, 14 and 15. Thus, the
optimal paging zone for each last known cell is not always
based on geographical proximity but varies in shape and size
based on the street layout and mobility pattern of the
subscribers.

So, although the intuitive idea presented in [6] is valid, a
better method of defining the paging zones is required. Optimal
paging zones can be computed if the correct probabilitics of
finding a mobile in any cell of the system, given its last
known cell, were known. In the rest of this paper, we present a
process for collecting aggregate data regarding the mobility
patterns of the subscribers in the system and show how the
data can be utilized for determining these probabilities and for
obtaining optimal paging zones.

3. Location Accuracy Matrix

In order to set up the optimal paging zones, one must consider
various factors influencing the mobility of subscribers in the
service area such as street layout, geographical features, speed
limits, etc. Given the last known cell location of a mobile, it's

probability of being present in another cell of the system at
the time of paging is not easily computed through analytical
methods due to this reason. However, in this section we
present a novel method for empirically computing these
probabilities.

We propose to do it by simply noting the page responses
received from each cell and the last known cell of the mobiles-
that send these responses. This aggregate data is compiled in a
table called the Location Accuracy Matrix (LAM). LAM is a
large matrix with the number of rows and columns equal to the
number of cells in the system. Each row corresponds to a last
known cell and each column corresponds to a cell from which
page responses are obtained. Every element of the matrix is a
counter that is incremented as follows: Suppose a page
response is received from cell Y and the mobile which
responded had last registered from cell X. Then, we increment
the counter (X,Y) of the LAM. So, for every cell X in the
system, the corresponding row in the LAM would indicate the
cells the mobile may have traveled to since the mobile's last
registration which had occurred in cell X. Every cell in that
row with a non-zero entry is a possible mobile location and
the value of the counter is a reflection of the likelihood of
finding the mobile in that cell at the time of paging.

Once the LAM data is collected, it can be used to compute the
average probability of finding a mobile in any cell ¥, given
that its last known cell is X. For example, suppose that for
those mobiles which have cell 1 as the last known cell (Fig.
2), we note that 25% of the page responses are received from
cell 1 itself, 18% from cell 2, 16% from cell 3, 13% from cell
4, 12% from cell 5, 5% each from cells 6 and 7, 1% each
from cells 8 and 9, 0.5% each from cells 10, 11, 12, 13, 14,
15 and the remaining 1% of the responses are scattered over the
rest of the cells in the system, with no cell having more than
0.1% of the responses. From this information, we may
conclude that if cell 1 is the last known cell of a mobile, the
probability of finding the mobile in cell 1 itself at the time of
paging is 0.25, in cell 2 is 0.18, etc. (Fig. 3). Knowledge of
this probability density function can then be used to set up
optimal paging zones.
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Fig. 2: Location Accuracy Matrix

The data regarding page responses could be collected in the
LLAM for an extended period of time, such as a week. In the
span of a week, all the different possible mobility patterns of
the subscribers are manifested and thus represented in our
analysis. On the other hand, if we wish to optimize the paging
performed by the MSC during the busiest hour of the week,
then we may choose to collect the LAM data only for that one
hour or perhaps over several instances of that same hour of the
week.
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This empirical method of computing the expected probability
of finding the mobile (at the time of paging) in any cell of the
system, given its last known cell, is very effective since it
takes into consideration all the various factors that influence
mobility of subscribers in the cellular system. Other
researchers have proposed setting up unique paging zones for
each individual subscriber [8]. Our method is simpler to
implement and more adaptive than such an approach. Since we
take an aggregate approach to computing the probabilities, no
expensive data collection on an individual subscriber basis is
done.
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Fig 3: Probability density function for Cell 1

In the following sections, we show how these probabilities
could be used to compute the optimal paging zones. Even after
the paging zones are set up, the LAM data could be collected
continually, and if a significant change in the probabilities is
noted, the paging zones could be automatically updated. Thus,
the paging algorithm is self adjusting and responds to changes
in mobility patterns and street layouts over time.

4. Computing Adaptive Paging Zones

By using the data collected in each row of the LAM, we can
now set up optimal paging zones. The goal is to select those
cells in the system that are most likely to have the mobile in
their coverage area. As an example, consider the LAM data
corresponding to cell 1 being the last known cell (Fig. 3).
Assume that the entire SA consists of 100 cells. Although
there could indeed be some amount of page responses obtained
from each and every cell in the system, the bulk of the page
responses would be from a select group of cells, as shown in
the example (Fig. 3).

Clearly, it is not worthwhile including cells with very low
probabilities in the paging zone. The simplest algorithm for
selecting the paging zone would simply be to select an
absolute probability value, say p, and include all cells that
have a greater or equal probability in the paging zone. Thus
the algorithm for computing the paging zones is:

Algorithm 1:

For every cell X in the system do

Begin

Stegp 1: Compute the page response probability for every cell
in the system, given that cell X is the last known cell of the
mobile. This can be done using the LAM data in the row
corresponding to cell X.

Step 2: Include all cells with a page response probability of at
least p in the paging zone of cell X.

end;

Let us assume that we decide to include cells with probability
of 0.005 or more in the paging zone (Fig. 3). Then for cell 1,
the paging zone would be of size 15 cells (1, 2, 3,4, 5,6, 7,
8,9, 10, 11, 12, 13, 14 and 15). The average probability of
the paged mobile being in the paging zone would be 0.99.
Then, assuming that the probability of the mobile being active
at the time of paging (and hence giving a page response at all)
is 0.9 and the probability that a mobile page response will be
successfully received by the MSC is 0.95, we find the expected
number of cells that would be paged is: 15 + (1-
0.99*0.9*0.95)*(100 - 15) = 15 + 13.05 = 28.05 cells. Thus,
in comparison to system wide paging, which would simply
page all 100 cells, we would save 71.95% in paging activity.
On the other hand, if we were to use only cells 1, 2, 3, 10, 11,
12, 13, 14 and 15, as prescribed by [6], only 62% of the page
responses would be covered by the paging zone, yielding a
savings of 48.24% over system wide paging. However, those
calls that are set up as a result of a page response received on
the second paging step experience a 1-3 second call set up
delay.

5. Computing Optimal Paging Zones

In this section we introduce an alternative method of
computing the paging zones. We present an iterative algorithm
that includes a cell into the paging zone only if inclusion of
the cell into the paging zone would actually reduce the total
amount of paging performed. No absolute probability value is
used by this method to decide if a particular cell should be
included in the paging zone.

First, the algorithm sorts the cells in non-increasing order of
probabilities. Then, as it considers each successive cell for
inclusion in the paging zone, it computes the expected
number of cells that would be paged by the two step algorithm
with and without that cell in the paging zone. The cell will be
included in the paging zone only if the number of cells that
would be paged is /ess with that cell in the paging zone than
without.

Assume, that cell X is the last known cell and the discrete
probability density function corresponding to cell X , in non-
increasing order, is Dy, Pyy Pyyeeeres , Py (Assume N cells in
the system). Suppose cells 7, 2, 3, 4, ..., (k-1) are already
included in the paging zone, the probability of the mobile
being active is r and the probability that a mobile page
response will successfully reach the MSC is g. Then the
number of cells that will be paged with paging zone of size(k-

4 k-l
1) s (k—1)+Ll—rq2piJ(N—(k—1)) and, with
i1
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zone of size k would be

paging
k
k+ (1 - qupij(N —k). So, cell & must be included

i=1

in the paging zone only if the difference of the above two

k=1
> p.
i=1

(N k)

minimum probability that a cell must have in order to warrant

inclusion into the paging zone is not a constant. It is

dependent on the number of cells already in the paging zone (k-

k-1
1), cumulative of their probabilities (Epi) and the total

expressions is <0.i.e.; p, = . In other words, the

i=1
number of cells in the system (V). Thus, the algorithm for
computing optimal paging zones is:

Algorithm 2:

For every cell X in the system do
Begin

Step 1: Compute the page response probability for every cell
in the system, given that cell X is the last known cell of the
mobile. This can be done using the LAM data in the row
corresponding to cell X.

Step 2: Sort the cells in non-increasing order of their

probabilities: Py, Py, Py Dy
Step3: Set Z=0; P=0;
Step 4: Fori=11toNdo

begin if piZ( )then Z=Z+1; P=P+p,:

N-Z-1
else break;
end;
Step 5: Include cells 1,2, 3, ... , Z in the paging zone of
cell X.
end;

If we were to use Algorithm 2 on the example in Fig. 3, we
find that when cell 1 is the last known cell, the paging zone
should be 7 cells only (cells 1, 2, 3, 4, 5, 6, 7). With such a
paging zone, the expected number of cells to be paged is, 7 +
(1 - 0.94*0.9%0.95)*(100-7) = 7 + 18.26 = 25.26 cells and
the savings over system wide paging is 75.74%. Thus, we see
that for the given probability density function, it is sub
optimal to include cells 8, 9, 10, 11, 12, 13, 14 and 15 in the
paging zone. Excluding them from the paging zone reduces
paging activity.

6. Multipte Step Paging Algorithm

A natural extension of the two step paging algorithm is to
introduce multiple steps. That is, instead of partitioning the
cells in the system into two, we divide it into multiple sets:
zone 1, zone 2, zone 3, etc. Then, as a first step, page zone 1.
If no response is received, page zone 2, followed by zone 3,
etc. Obviously, this would increase the savings in paging
activity. Assuming we wish to employ a (-step paging

algorithm. Then Algorithm 3 can be used to partition the N
cells in the system (N 2¢) into ¢ disjoint sets
(Z,,Z,,...,Z,) such that the total paging performed by the -
step paging algorithm is minimized.

Algorithm 3

For every cell X in the system do

Begin

Step 1: Compute the page response probability for every cell
in the system, given that cell X is the last known cell of the
mobile. This can be done using the LAM data in the row
corresponding to cell X.

Step 2: Sort the cells in non-increasing order of their
probabilities: p,, P,, P3,...... ,Pn

Step 3: Set k,=LVil<i<r—1 and k,=N-t+1.

s,=p,Vil<i<i—1and

N
s{:zpj_ m,=1,Vijl<i<t—land m =N.
j=t

Step 4: Fori=ttoN-1do

begin
For j=t-1 downto 1 do
begin
S.
If P, . = then begin

j+ T
ki =k, +1; k. =k, -1
$; =8t Dyt it = Sju1 T Pt

My =M+ Dy My =My = Dy

end;

else break;

If j=t-1, then break;

end;

Step 5: Include cells 1,2,...,k in Z, cells

ky+1,k +2,.. .k +k,in Z,, etc.
end;

A system of N cells, at the limit, could be partitioned into N
paging zones. With such a paging algorithm, the cost of

N
paging would be: N — qu((N -+ l)pi). This gives an
i=1

upper bound on the savings any multiple step paging
algorithm can deliver. For the example in Fig 3, the expected
number of cells to be paged with a 100-step algorithm will be
17.42, a reduction of 82.58%.

7. Variations of the Paging Algorithm

In this section we present two more variations of the basic two
step paging algorithm and explain the trade off involved in
setting up the optimal paging zones.

Suppose we include the cells in the paging zone also in the
second paging step. This is justifiable because, even if the
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